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Abstract

The rapid advancement of agentic artificial intelligence opens new possibilities for automating complex geospatial
workflows that traditionally required specialized technical expertise. This paper presents the design and implementation
of an agentic GIS platform that enables users to visualize spatial data and generate interactive maps through natural
language interaction. The system integrates a large language model as a central reasoning component responsible for
interpreting user intent, selecting appropriate cartographic visualization types, and autonomously coordinating data
retrieval and processing pipelines. To demonstrate the platform's capabilities, real earthquake data for Croatia was
fetched from the USGS public API and visualized across multiple map types, including bubble maps, heat maps, and
hexagonal binning choropleth maps. The results indicate that the agent can successfully interpret diverse natural
language prompts and map them to contextually appropriate visualizations without requiring GIS knowledge from the
end user. Limitations and directions for future research are also discussed.
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INTRODUCTION

Artificial Intelligence (AI) has emerged as one of the most transformative technologies of the modern era, fundamentally
reshaping how computers and machines operate. At its core, Al enables systems to imitate human abilities such as
learning, understanding, problem-solving, decision-making, creative thinking, and independent action. These systems can
understand human language and provide meaningful responses, learn from experience and new information, and see,
analyze, and recognize various objects [1]. Beyond these cognitive capabilities, Al technology offers a wide range of
benefits, including the automation of processes, reduction of human error, and the ability to make faster and more
informed decisions. Additionally, Al eliminates the need for repetitive tasks, accelerates progress, and ensures reliable
performance [2]. Agentic artificial intelligence refers to Al systems capable of autonomously executing complex and
specialized tasks with minimal or no human intervention [3]. Unlike traditional Al systems, which generate a single
response based on a given query, agentic systems are capable of independently planning a sequence of actions, adapting
strategies in real time, and autonomously setting and achieving goals [4]. GIS workflows typically consist of multiple
steps, different data sources, and advanced analyses, making the overall process quite complicated. AI Agents can help
by automating these workflows and adapting to different data inputs and goals [5]. Moreover, geospatial agents can
support different areas by automating data processing, visualization, and analysis [6], and take on a variety of roles
including spatial analyst, GIS operator, Earth observation analyst, data analyst, decision-support agent, navigation agent,
and location-based assistant [7].

To illustrate the practical application of agentic Al in geospatial systems, this paper presents a concrete implementation
of an Al-driven web GIS platform. The goal was to demonstrate how spatial data can be visualized and interactive maps
created through natural language interaction, without requiring deep technical expertise from the end user. Rather than
relying on traditional GIS workflows that demand specialized knowledge, the platform allows users to communicate their
analytical needs conversationally, while the Al agent autonomously handles data retrieval, processing, and visualization.
The demonstration was conducted by fetching real earthquake data for Croatia from the USGS public API and generating
interactive maps based on user prompts expressed in natural language. To enable more detailed spatial analysis, seismic
data was further combined with population data retrieved from WorldPop, allowing the system to assess the relationship
between earthquake activity and population distribution.
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BACKGROUND
Agentic Al

An Al agent perceives its environment and takes actions to achieve a goal, demonstrating capabilities that extend beyond
natural language processing, such as decision-making, problem-solving, and interaction with external environments [3,
4]. Al agents can be classified based on their level of intelligence, decision-making capabilities, and the way they interact
with their environment to achieve desired outcomes. They range from simple rule-based systems to sophisticated learning
systems powered by large language models (LLMs) that can adapt and improve their performance over time [8]. Agentic
Al systems typically follow four key stages in their problem-solving process: perception, reasoning, action, and learning.
In the perception stage, agents collect and interpret data from various sources. The reasoning stage analyzes the gathered
information, understand tasks, and generate plans or solutions, often coordinating other specialized models and accessing
external knowledge sources. Based on these decisions, the system then performs actions by interacting with external tools
and software through application programming interfaces. Finally, through a continuous feedback loop, the system learns
from the outcomes of its interactions and improves its performance over time [9].

In real-world applications, however, agentic systems rarely consist of a single agent. Instead, they often involve multiple
interconnected agents, advanced coordination layers and the integration of various language models and external services.
Such architecture enables the system to handle complex, dynamic tasks more efficiently [10]. Agentic Al systems offer
several significant advantages. They can solve complex tasks by breaking them down into smaller, more manageable
steps, which allows for greater efficiency and precision. Additionally, these systems can combine and process data from
multiple sources, enabling a more comprehensive understanding of the problem at hand. One of their most notable
strengths is the ability to act autonomously, meaning they can operate and make decisions without constant human input.
Furthermore, agentic Al systems can adapt to new and changing scenarios in real time, allowing them to respond quickly
and effectively even in dynamic or unpredictable environments. Furthermore, they can integrate with external tools,
access external knowledge sources, and generate multimodal outputs that are more structured, easier to understand, and
context aware. As a result of the previously mentioned characteristics, agentic Al is becoming increasingly useful across
a wide range of domains, including smart cities, health care, transportation, software development, public administration,
finance, telecommunications, tourism and many others [4].

Agentic Al in Geospatial Systems

The integration of agentic Al within geospatial systems remains in its early stages. The most existing research is
theoretical, presenting proposed frameworks rather than fully developed and tested solutions. Several authors highlight
the transformative potential of agentic Al across various domains such as urban planning, smart city, digital twins and
disaster management [11, 12, 13, 14]. For instance, Liu et al. (2025) argue that agentic Al has the potential to make the
urban planning process more transparent, comprehensible, and practical through task decomposition, reasoning, and the
use of specialized tools, ultimately producing outputs accessible to all stakeholders [11]. Another example shows how
these systems can investigate, transform, and interpret multi-source and multi-timescale data in smart city systems to
support informed decision-making [12]. Also, Hu et al. (2025) suggest that integrating agentic Al with digital twins
enables cities to reason, act, and adapt autonomously. Such systems can interpret user goals, identify the necessary data
and tools, and coordinate multi-step workflows across urban domains including energy, transport, climate resilience, and
disaster management [13]. In the context of disaster management specifically, Li et al. (2025) demonstrate how agentic
Al can transform a traditionally fragmented response process into a more intelligent and coordinated one. By distributing
specialized functions across dedicated sub-agents each responsible for tasks such as real-time satellite imagery analysis,
evacuation route optimization, or resource distribution logistics, the system ensures that all information converges into a
central planner, providing every agent and decision-maker with immediate access to the latest updates. Furthermore, a
shared knowledge base and long-term memory reduce reliance on manual data exchange, allowing insights from one
domain to seamlessly benefit others without bureaucratic obstacles or communication delays [14].

SYSTEM DESIGN
Architecture

Web GIS operates through web technology, enabling communication between a server and a client [15], which allows
users to access geographic information remotely through an internet browser. Web GIS architecture follows the classical
client-server model.This type of architecture is usually organized into three logical tiers [16] which are presentation tier,
application tier and data tier. Presentation tier represents user interface, typically run in web browser, used for
communication between user and application. Application tier, also known as logical part of application, is used for



processing information from user and managing data in data tier. Data tier can be simply explained as database system
where all processed information is stored and managed [17].

Agentic GIS, in contrast to conventional Web GIS, requires a more complex architecture that extends beyond the classical
client-server model. This complexity arises from the need to integrate artificial intelligence components across all layers
of the system, introducing new requirements at both the presentation and application tiers. At the presentation tier, the
user interface is expanded beyond traditionally used interactive maps through the introduction of a conversational
interface powered by artificial intelligence. This Al chat interface allows users to interact with the geographic information
system using natural language, reducing the need for technical knowledge of GIS tools. Users can submit queries in
spoken or written form, after which the system interprets the request, executes the appropriate spatial operations, and
presents the results within the graphical interface. At the application tier, a new key component is introduced alongside
the standard GIS components, the Agent service. The Agent service acts as a central coordinator in processing user
requests. It interprets user prompts, decomposes complex tasks into a series of smaller operations, and orchestrates the
execution of those operations by invoking the appropriate GIS services, external tools, or internal databases. The agent's
logic is based on Large Language Models (LLMs), which provide the system with the ability to understand context, make
decisions, and plan the steps required to fulfill a user request. Consequently, the application tier in the agentic GIS
architecture can be viewed as a two-part whole: a traditional application server responsible for data processing and the
Agent service that manages Al logic and coordinates the overall workflow. The data tier largely retains the same role as
in conventional Web GIS architecture, but may be extended with the storage of vector embeddings, which enable the
agent to perform semantic search and contextually understand geographic entities and their attributes.

Figure 1 presents a schematic overview of the agentic GIS application architecture. The data tier includes an embeddings
component, which is shown in gray as it was not implemented in the concrete system presented in this paper, but is
included to illustrate a potential extension of the architecture. Similarly, the external APIs shown in the data tier reflect
the specific data sources used in this implementation, namely the USGS earthquake catalog and WorldPop population
data. However, this component can be extended to incorporate additional data sources and tools depending on the use
case.
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Figure 1. Architecture of agentic GIS
Data Sources and Libraries

The data used in this paper consists of historical earthquake records for Croatia, retrieved through the USGS public API.
Croatia is a seismically active country situated along the Adriatic coast, where the convergent movement of the African
plate towards the Eurasian plate causes tectonic activity in the surrounding mountain ranges and the Pannonian Basin
[18]. This has resulted in numerous destructive earthquakes throughout history, including one of the strongest ever
recorded in the Adriatic region, the 1667 Dubrovnik earthquake with an estimated magnitude of 7.6, as well as the more
recent 2020 Petrinja earthquake, which reached a magnitude of 6.2 on the Richter scale and caused widespread damage
in the Sisak-Moslavina County.

The USGS (U.S. Geological Survey) is a scientific agency of the United States federal government responsible for
collecting, monitoring, analyzing, and disseminating data on natural hazards, including seismic activity. It maintains one
of the most comprehensive publicly available earthquake catalogs in the world, updated in near real-time [19]. Data was
retrieved in GeoJSON format via a structured API query with parameters defining the spatial bounding box (minimum
and maximum latitude and longitude), temporal range (start and end date), and magnitude threshold. Each returned feature



contains a set of properties, including geographic coordinates, focal depth, origin time, place description, magnitude and
magnitude type, felt reports, community intensity index and alert level. An additional dataset used in this paper is
population data obtained from WorldPop, an open-access repository that provides high-resolution demographic data [20].
The dataset was retrieved in GeoTIFF format with a spatial resolution of 1 km?.

km SW of Petrinja, Croatia”,
1689742954424,
1658583733317,

Figure 2. USGS earthquake data Figure 3. WorldPop population data

Since the spatial query is defined by a rectangular bounding box, the returned dataset inevitably includes seismic events
from neighboring countries such as Slovenia, Bosnia and Herzegovina, Montenegro, and Italy. To isolate only Croatian
events, a post-processing filter was applied, retaining only records where the place property contains the string "Croatia".

The service integrates with Anthropic API access via the langchain-anthropic library, utilising two models selected
according to task complexity. Claude Sonnet 4 serves as the default model for computationally demanding reasoning
tasks, including file analysis, map type recommendation, and the conversational chat agent, while Claude Haiku 4.5 is
employed for lightweight parsing operations such as GeoJSON conversion, where lower latency is prioritised over
reasoning depth.

Geospatial visualization is supported by two JavaScript libraries, OpenLayers and D3.js. OpenLayers serve as a primary
mapping engine providing vector layers, tile layers, vector tile layers, point clustering, geolocation and interactive map
controls. Also, it supports dynamically layer styling including fill color, stroke, opacity and symbol. For more advanced
visualizations like density contour generation another open-source library D3.js is used.

Map Agent

Map agent is a conversational Al system designed for interactive map creation. Built on the ReAct architecture, it
combines a large language model with a set of specialized tools, allowing users to generate and explore geospatial
visualizations through natural language. Its capabilities are illustrated through an earthquake data pipeline, which queries
the USGS FDSN Event Web Service with user-defined parameters such as location, magnitude range, and time window.
The retrieved data is then normalized, automatically classified into an appropriate visualization type: bubble map,
heatmap, or choropleth. Beyond earthquake data, the agent supports file and URL ingestion, layer styling, and spatial
analysis, including seismic risk estimation by overlaying earthquake hotspots with population raster data. The final output
is an interactive map rendered directly in the user's interface.
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Figure 4. Architecture of Map Agent
Visualization Results

To assess the agent's reasoning and decision-making capabilities in this context, a series of varied natural language
prompts were submitted to the system. Based on the content and phrasing of each prompt, the agent was expected to
autonomously determine the most suitable map type, retrieve the relevant data from the USGS API, and generate the
corresponding interactive visualization. The diversity of prompts was intentional, designed to test the agent's ability to
interpret different user intents and map them to appropriate map outputs. Since LLMs typically produce varying outputs
for identical prompts, the same user prompt was submitted multiple times for each use case, but only one prompt and
matching result was shown per use case.

Use Case 1: Magnitude-Based Earthquake Mapping

Prompt: Can you show me earthquake data for Croatia for the period 2021 — 20267

Figure 5. User prompt for the first use case



Result: Based on the user prompt, a bubble map was created to visualize earthquake occurrences in Croatia for the period
2021-2026, where each bubble represents a recorded seismic event. Totally 37 earthquakes were selected with magnitude
from 2.7 - 4.2. The size of each bubble corresponds to the magnitude of the earthquake, allowing for an intuitive visual
comparison of seismic intensity across different locations - larger bubbles indicate stronger earthquakes, while smaller
bubbles represent minor seismic events.

Figure 6. Bubble map created based on the user prompt

Use Case 2: Seismic Activity Density Mapping

Prompt: Show me the most seismically active areas in Croatia. Include all the available data.

= Croatia-Only Seism ity Analysis
M

Figure 7. User prompt for the second use case

Result: Based on the user prompt, the agent generated a heat map visualizing seismic activity across Croatia, drawing on
a dataset of 497 recorded earthquakes since the year 2000. The map employs a color gradient to represent varying levels
of seismic intensity. Areas marked in red indicate the highest concentration of earthquake occurrences and are therefore
considered the most seismically active, while areas transitioning through yellow and orange represent moderate activity.
Regions displayed in green correspond to the lowest levels of seismic activity, indicating relatively stable ground
conditions. This visualization provides a clear and intuitive spatial overview of earthquake distribution across the country,
making it a useful tool for identifying high-risk zones.
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Figure 8. Heat map created based on the user prompt

Use Case 3: Seismic Risk and Population Exposure Mapping

Prompt: Show me how many people live near earthquake hotspots in Croatia.

Show me again how many people live near earthquake hotspots In Croatia # Creating layer
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Figure 9. User prompt for the third use case

Result: Based on the user prompt, the agent generated a choropleth map using hexagonal binning to visualize seismic
activity across Croatia, overlaid with population distribution data. The analysis identified 24 seismic hotspots, defined as
hexagonal cells. The results indicate that 71% of the Croatian population lives in areas at risk of earthquake activity, with
the highest-risk zone being the capital city region, home to more than 800,000 citizens.
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Figure 10. Hexagonal binning map created based on the user prompt

Agent Evaluation

The agent demonstrates strong performance across all three use cases, successfully interpreting queries of varying
complexity and selecting appropriate visualization types in each case. In the first use case, a straightforward spatial and
temporal query was correctly handled, producing a bubble map in which magnitude is intuitively mapped to bubble size.
The second use case involved a more open-ended prompt, where the agent responded by pulling a significantly larger
dataset and choosing a heatmap, a well-suited choice for density visualization at that scale. The third use case is the most
complex, combining two data sources, seismic activity and population distribution into a hexbin choropleth visualization,
delivering a concrete and actionable insight.

The visualization approach is particularly satisfying, especially the use of hexagonal binning in the third use case. Since
earthquake occurrences are not spatially constrained by administrative boundaries, hexagonal cells represent a more
appropriate and analytically sound choice than traditional administrative units such as counties or municipalities.

However, the agent shows some inconsistencies in dataset handling. In the first use case, where the time range was
explicitly defined, the agent performed correctly. Issues arise when the time range is defined relatively, for example, "the
last 5 years", as the agent occasionally loses track of the reference year. In the second use case, despite the user explicitly
requesting complete data, the agent only retrieved records from 2000 onward, although the USGS source contains records
for Croatia dating back to 1905. Limiting the dataset may underrepresent long-term seismic patterns, as the logical
approach for identifying the most active zones would be to use all available historical data. Also, the different user prompts
result in different time ranges used by the agent in the second and third use cases.

A further limitation is the absence of a legend in the interactive map output. Rather than embedding legends directly on
the map, the agent explained the visualizations through the conversational interface, which is less suitable for standalone
map usability. While the descriptions for the first and second were accurate, a notable error was identified in the third use
case, where the color coding was described incorrectly. Red areas were stated to correspond to lower population density
and green to higher, which is the opposite of the actual mapping.

Ideally, the evaluation of agent outputs should be conducted internally within the system itself, by employing a dedicated
evaluation agent, commonly referred to as an LLM-as-a-Judge. Such an agent would automatically assess the quality and
accuracy of the generated results against the original user prompt, eliminating the need for manual review.

CONCLUSION

This paper presented the design, implementation, and evaluation of an agentic GIS platform capable of transforming
natural language user prompt into interactive maps. The primary objective was to assess whether a large language model,
acting as a central reasoning component, could autonomously retrieve data from external sources and select appropriate
map types without requiring GIS expertise from the end user. The results demonstrated that the agent was largely



successful in this regard, correctly mapping user intent to contextually appropriate visualizations across three distinct use
cases of varying complexity, from a simple bubble map to a multi-source seismic risk analysis combining earthquake and
population data.

However, the evaluation also revealed limitations that should be addressed in future work. The agent showed
inconsistencies in dataset scope management, particularly when time ranges were defined relatively or when the user
requested all available data. Additionally, the absence of embedded map legends reduced the standalone usability of the
generated maps, and an error in color coding interpretation was identified in one use case. Future development should
focus on improving data reasoning, implementing automatic legend generation directly within the interactive map output
and creating evaluation agent.

Finally, the results confirm that agentic Al holds significant potential for democratizing access to geospatial analysis,
enabling users without specialized technical knowledge to generate meaningful and visually informative maps through
conversational interaction. As these systems continue to mature, their integration into GIS workflows is expected to
become increasingly practical and impactful.
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